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In this paper we present a novel volumetric shape from silhouette (SfS) algorithm based on
a centripetal pentahedron model (pent-model). The pent-model is an object-centered vol-
umetric model composed of a set of pentahedrons cut from the centripetal triangular pyr-
amids, which together partition the 3D space. The SfS algorithm first computes the
pyramids by constructing a geodesic sphere. These pyramids are then projected onto the
image planes of all cameras. The intersections between the projected pyramids and the sil-
houettes, which are a set of hexagons, are computed. This process can be performed very
efficiently with pre-computed polar silhouette graphs (PSGs) and reduced PSGs. The hexa-
gons are then back-projected into the 3D space, where the intersections are calculated and
the pent-model is derived. After that, a mesh surface model can be extracted by marching
pentahedrons. Our algorithm has the combined advantages of robustness, speediness and
preciseness. Experimental results based on both synthetic images and real photos are
presented.

� 2008 Elsevier Inc. All rights reserved.
1. Introduction

Shape from silhouettes (SfS) is a well-known ap-
proach that reconstructs 3D models from a set of cali-
brated images using only silhouette information. The
silhouette is a projective region of a 3D object in an im-
age plane. Each silhouette is associated with a viewing
cone, which is a generalized cone whose apex is the cam-
era center and whose base is the silhouette. The volume
occupied by the object must be bounded by the viewing
cones of any image, and thus must be bounded by the
intersections of the viewing cones of different images.
SfS computes the intersections of the viewing cones as
an estimation of the real shape, which is called the visual
hull [1]. Formally, the visual hull can be defined as the
. All rights reserved.
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maximal solid that reproduces the observed silhouettes.
It captures all geometric information available from the
silhouettes.

Although the rationale of SfS is simple, computing high-
resolution visual hulls can be a tricky matter. Surface-
based approaches lack robustness and voxel-based
approaches work slowly and suffer from discretization
artifacts. No existing algorithm seems to be good enough,
so SfS has been a hot research topic up to the present.

Aiming at reconstructing precise visual hulls from sil-
houettes robustly and efficiently, we propose a novel vol-
umetric SfS algorithm based on a centripetal pentahedron
model (pent-model). It reconstructs the pent-model of
the visual hull by first dividing the 3D space into a set
of centripetal triangular pyramids and then cutting the
pyramids by silhouettes in 2D image planes. After that,
a mesh model can be extracted by marching pentahe-
drons. Polar silhouette graphs (PSGs) and reduced PSGs
were designed based on the projective property of the
pent-model for quick pyramid cuts in 2D, and a simple
adaptive strategy was designed to automatically adjust
the resolution to fit the shape of the object.
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Fig. 1. The ill-posed problem of intersecting viewing cones in surface-
based approaches. A, B, and C stand for three cameras.
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1.1. Previous work

Since SfS was first proposed by Baumgart [2], it has
been widely studied in the computer vision and computer
graphics communities. In this section we briefly review
existing SfS approaches with particular attention to those
that are related to our algorithm. The relations will be dis-
cussed in Section 1.2, after an overview of our algorithm.

Surface-based approaches, pioneered by Baumgart [2],
compute a polygonal surface model of the visual hull by
intersecting viewing cones (or viewing cone elements).
The basic algorithm first approximates the silhouette con-
tours by polygons. Then a set of viewing cones is created by
extruding these polygons for each view. Finally the view-
ing cones are intersected using general Boolean operations
[3,4] to produce a polyhedral visual hull. The Boolean oper-
ations usually require each solid to be decomposed into
convex polyhedra, which makes the algorithm computa-
tionally expensive for reconstructing objects with complex
geometries. Observing that the viewing cone has a fixed
scaled cross-section, Matusik et al. proposed an efficient
algorithm [5] that reduces the intersections in 3D space
to simpler intersections in 2D image planes. The algorithm
projects each cone face onto the image planes, intersects
them by silhouettes and then back-projects the intersec-
tions into the 3D space to get the individual strips of the
polyhedral visual hull surface. The time complexity is not
less than O(m2 � ne � log mne), where m stands for the num-
ber of images and ne for the number of polygon edges in
each image [6]. Some recent research focuses on recon-
structing the exact visual hull [7]. The algorithm first con-
structs a coarse geometrical approximation of the visual
hull with the viewing edges, which are computed by inter-
secting viewing lines with silhouettes in 2D image planes.
Then an additional step is used to recover the missing sur-
face points and connections by local orientation and con-
nectivity rules. Finally the contour of each face is
identified and the exact visual hull is obtained. Based on
an analysis of the exact structure of the polyhedral visual
hull, the algorithm can avoid instabilities around frontier
points [8].

The surface-based approaches can obtain high precision
by precisely approximating the silhouette contours. For
complex silhouettes, it may cause the polygonal contour
to contain a large number of edges, and entail a long run-
ning time. But, generally speaking, surface-based ap-
proaches are faster than volumetric approaches, because
they focus only on computing the elements on the visual
hull surface. The main problem with such approaches is
that they can hardly be performed in a robust fashion.
Besides, the polygonal models produced by surface-based
approaches are often incomplete or corrupted. One reason
is that intersecting viewing cones is an ill-posed problem
when some surfaces of the viewing cones are nearly paral-
lel, as shown in Fig. 1. Additionally, when the geometries of
the object are very complex and the view points are den-
sely distributed, many trivial facets will be generated,
which also challenge surface-based approaches.

Volumetric approaches, first proposed by Martin and
Aggrawal [9], calculate a visual hull represented by a volu-
metric model, which is the aggregation of volumetric cells,
by volume carving. The basic algorithm first hypothesizes
an initial volume sufficient to contain the object to be
modeled. The volume is discretized into many small cubic
cells, called voxels. Each voxel, initially labeled as inside the
volumetric visual hull, undergoes a series of occupation
tests. The occupation tests project the voxel onto the image
planes of all cameras, and carve it away if the projection on
any image plane falls out of the silhouette regions. After all
voxels have been tested, the remaining voxels constitute
the final volumetric visual hull. The basic algorithm can
be significantly accelerated by using an octree structure
[10,11] and performing voxel carving in a hierarchically
coarse-to-fine fashion [12,13]. The time complexity of the
voxel-based algorithms is O(m � nt), where m stands for
the number of images, nt for the number of voxels to be
tested. From the voxel-based model, a mesh surface model
can be extracted by marching cubes [14,15]. Confined by
the cubic-voxel-based models, the progress of volumetric
approaches has been slow. Most later efforts have focused
on refining the volumetric visual hull by photometric con-
sistency [16,17,13,18,19].

Because a volumetric model is never corrupted as
polygonal models often are and projecting a voxel onto im-
age planes is always well-posed, the volumetric ap-
proaches are very robust. They can easily tackle objects
with complex topologies and achieve arbitrarily high pre-
cision by using fine voxels. However, when the resolution
of the voxel-based model is low, the reconstructed model
is not precise and suffers from the discretization artifacts,
since which points in a voxel are precisely on the visual
hull surface is never known. Because internal elements
have to be processed, the volumetric approaches are com-
putationally expensive even if a multi-resolution strategy
is used. Usually, a satisfying visual hull model can be
yielded only at high resolutions with a long running time.

A hybrid approach exists [20] which takes advantage of
both surface-based and volumetric algorithms. It first com-
putes points on the visual hull surface by intersecting
viewing lines in 2D image planes. Then a Delaunay tetra-
hedrization is performed, which leads to a set of tetrahe-
drons which form the convex hull of those points. The
tetrahedrons are projected onto image planes. Those pro-
jected out of the silhouette regions in any image are carved
away. Finally a mesh model of the visual hull is extracted
from the remaining tetrahedrons. The time complexity is
Oðm2 � n2

c � npÞ, where m stands for the number of images,
nc for the number of contours per image, and np for the
number of points per contour. Because the Delaunay tetra-
hedrization does not ensure that the visual hull facets are a
subset of all faces of the resulting tetrahedrons, the quality
of the reconstructed model is not guaranteed.
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The image-based approach [21,22] is quite useful when
the only purpose of reconstruction is to produce new ren-
derings. In this approach, the view-dependent image-based
visual hull (IBVH) is represented by line segments along the
viewing lines passing through pixels of the desired image.
The line segments are computed by intersecting viewing
lines in 2D image planes. The IBVH is used largely as an
impostor surface onto which textures are mapped. The im-
age-based approach can compute high quality textured
renderings very efficiently. But it does not produce a
view-independent geometric model, which is more useful
in some applications.

Some other efforts on SfS include the algorithms based
on a continuous sequence of silhouettes [23–25], the algo-
rithms using splines [26,27], and the recent work on the
implicit surface visual hull [28].
Fig. 2. A simple example of reconstructin
1.2. Overview of our algorithm

In this paper, we propose a novel volumetric SfS
algorithm based on a centripetal pentahedron model (pent-
model). The pent-model is an object-centered model
composed of a set of pentahedrons cut from centripetal tri-
angular pyramids, which together partition the 3D space.
The SfS algorithm works by cutting pyramids with silhou-
ettes. Here we illustrate the overall algorithm with a sim-
ple example (see Fig. 2) to make our idea clear before
going into the details. The overall algorithm is separated
into 5 logical steps: Step 1. A geodesic sphere centered at
O is constructed, where O is generally posited around the
object center. Step 2. The 3D space is divided into a set of
infinite triangular pyramids, each of them taking O as its
apex and taking the rays emitted from O and passing
g a pear model by our algorithm.



Fig. 3. The pyramid cut problem in our approach.
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through the vertices of a triangle of the geodesic sphere as
its lateral edges. Step 3. Each single pyramid is cut by sil-
houettes into a set of pentahedrons that contribute to the
final pent-model. This is performed by projecting the pyr-
amid onto the image planes, cutting the projected pyramid
by silhouettes into a set of hexagons in each image plane,
back-projecting the hexagons in each image into the 3D
space, and finally intersecting the pentahedrons computed
from all images. The process of cutting projected pyramids
in 2D can be performed very efficiently with the pre-com-
puted polar silhouette graphs (PSGs) and reduced PSGs. Note
that here we take a triangular pyramid as a degenerated
pentahedron. Step 4. When all pentahedrons have been
cut by iterating Step 3, we get the volumetric pent-model
of the visual hull. Step 5. A mesh surface model, if desired,
is extracted from the pent-model by marching
pentahedrons.

The pentahedron-based algorithm as described above
uses solid cells to represent the visual hull and works by
volume carving, so it is a pure volumetric approach. From
another point of view, the algorithm samples the visual
hull along the lateral edges of the infinite pyramids (called
sampling rays), with the vertices of the pentahedrons serv-
ing as the sampling points, so it also has some flavor of a
surface-based approach. In fact, our algorithm has the
combined advantages of the volumetric approaches and
the surface-based approaches.

Composed of solid cells, the pent-model is never cor-
rupted as polygonal models often are, and a water-tight
surface model can always be extracted from it. The pent-
model is derived by cutting pyramids with silhouettes,
for which the ill-posed problems can always be avoided
as is explained below. So, our algorithm is robust. Like
the surface-based algorithms, our algorithm does not
waste time processing internal elements. SfS is performed
in a per-pyramid fashion and each pyramid cut can be per-
formed very efficiently with the pre-computed PSGs and
reduced PSGs, so our algorithm is fast. The pent-model dis-
cretizes the space in only two dimensions and thus allows
each sampling point to slide in a fixed direction continu-
ously and be located exactly on the visual hull surface, so
our algorithm is precise. Discretization artifacts are elimi-
nated in most surface regions represented by the top and
bottom faces of the pentahedrons so that a smooth model
can be obtained.

The strategy of cutting faces/lines in 2D and then back-
projecting to 3D used by [5,7,20,21] is somewhat similar to
our pyramid cut method. But in all those approaches, the
faces/lines are emitted from view points and are tangential
Fig. 4. (a) A 0-GeoSphere; (b) a 1-G
to the object surface (except [21]), making the face/line cut
using close or opposite views (see Fig. 1) an inevitable ill-
posed problem. In contrast, in our approach the pyramids
are emitted from the center point and intersect the object
surface. Ill-posed problems occur only when the optical
axis of the camera is nearly parallel to the lateral edges
of the pyramid. We simply ignored the pyramid cuts in
such conditions. This generally has no or trivial influence
on the reconstructed model. Fig. 3 shows the usual case
of the pyramid cut problem in our approach, in which
the optical axis of camera A is nearly parallel to the lateral
edges of the pyramid, Prm. The result of cutting Prm with
camera A, if computed exactly, will be invalidated by the
result of camera B from another viewpoint, and thus the
operation of cutting Prm with camera A can be ignored
with no error. The object-centered structure of the pent-
model is inherited from the dandelion model which we
proposed in an earlier paper [29] to compute the spherical
terrain-like visual hull.

We now enumerate the contributions of this paper:

� A novel centripetal pentahedron model.
� A novel volumetric SfS algorithm.
� Efficient representations of silhouettes by polar silhou-

ette graphs (PSGs) and reduced PSGs.
� A marching pentahedron algorithm for surface

extraction.

1.3. Paper organization

The rest of this paper is organized as follows. We dis-
cuss the sampling direction arrangement and the pent-
model in Section 2. The details of the algorithms for
eoSphere; (c) a 2-GeoSphere.
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reconstructing a pent-model from silhouettes, including
the definitions and manipulations of the PSGs and the re-
duced PSGs, are presented in Section 3. Section 4 presents
a simple adaptive strategy that automatically adjusts the
sampling resolution to fit the shape of the object. The
marching pentahedron algorithm for extracting a mesh
surface model from the pent-model is presented in Section
5. Experimental results based on both synthetic images
and real photos are given in Section 6. Finally we conclude
with a discussion of the current work and an outline of the
future directions in Section 7.

2. Sampling direction arrangement and the centripetal
pentahedron model

The sampling directions are from the center point, O, to
the vertices Vi of a geodesic sphere surrounding the object
to be modeled. OV i

��!
is called a sampling ray.

The geodesic sphere is a polyhedral approximation of a
sphere. It can be constructed recursively by subdividing
the facets of a regular icosahedron. We denote a geodesic
sphere each triangular facet of which undergoes n times
of subdivision with n-GeoSphere. Fig. 4 illustrates n-Geo-
Spheres for n = 0, 1, and 2. The vertices of an n-GeoSphere
are distributed across the surface approximately evenly
with respect to direction. They provide a reasonable sam-
pling scheme. Based on the subdivision structure of the
geodesic sphere, one can change the local sampling resolu-
tion and derive an adaptive algorithm conveniently.

The center of the geodesic sphere, O, is generally posited
around the geometric center of the object. In a calibrated
3D reconstruction system, the center of the object can be
estimated automatically or be designated by a human
operator. The initial volume estimation algorithms in volu-
metric SfS literatures [30,31] can be adapted for the auto-
matic estimation.

Each triple of adjacent sampling rays, r1, r2, and r3, de-
rived from the three vertices of a triangle of the geodesic
sphere, define an infinite triangular pyramid. All such pyra-
mids together partition the whole 3D space. As is shown in
Fig. 5(a), a pentahedron cut from the infinite triangular pyr-
amid is defined by six points, A and A0 2 r1, B and B0 2 r2, C
and C0 2 r3. Supposing jOA0 j 6 jOAj, jOB0j 6 jOBj and
jOC0j 6 jOCj, AA0, BB0, and CC0 are called the lateral edges;
4ABC is called the top face; 4A0B0C0 is called the bottom
face; the other faces are called the lateral faces. When A0,
B0 and C0 coincide with O, or when two of the three pairs,
A and A0, B and B0, C and C0, coincide, the four different
points define a tetrahedron. We take it as a reduced penta-
hedron. A set of pentahedrons cut from all infinite triangu-
lar pyramids, which do not intersect with each other,
provide a volumetric representation of a 3D solid. We call
it a centripetal pentahedron model (pent-model).
a b

Fig. 5. (a) A pentahedron cut from the pyramid; (b) entangled 3D connec
With given sampling rays, one can only represent a 3D so-
lid by the pent-model with some errors. Here we define a
canonical fuzzy representation of a solid in a constructive
fashion. First, we intersect each infinite triangular pyramid
with the solid. Second, the intersections are separated into
a set of connected regions. Thirdly, we intersect the three
edges of the infinite triangular pyramid with each connected
region. If there are more than two intersections on one edge,
all between the nearest and the farthest are neglected (if O is
inside the solid, it is taken as an intersection). Fourthly, if the
intersections on the three edges of the infinite pyramid de-
fine a pentahedron cut from it, we take the pentahedron as
a model cell. 3D connected regions may be entangled with
each other, as is shown in Fig. 5(b) by the two connected re-
gions colored by light and dark gray respectively, causing the
relevant pentahedrons to intersect with each other. So, final-
ly for each infinite pyramid, an additional step is used to
merge the intersecting model cells into one single cell. The
single cell is defined by the nearest and the farthest vertices
of all involved pentahedrons on each sampling ray. The
model cells in all pyramids constitute a pent-model, which
is the canonical fuzzy representation of the solid. In this rep-
resentation, the vertices of the pentahedrons serve as the
sampling points on the object surface. Fig. 5(c) visualizes a
piece of solid represented by four centripetal pentahedrons
(colored with light and dark gray). From the constructive
definition we know that the canonical fuzzy representation
is unique, and can be used for any complex objects.

Both the pent-model and the cubic-voxel-based model
(voxel-model) have the ability of fuzzy representation, i.e.,
representing an object with designated precision, and the
ability of infinite refinement by subdividing the cells (pen-
tahedrons/voxels). But generally speaking, compared with
the voxel-model, the pent-model is more efficient for ob-
ject representation for two reasons. First, the pent-model
discretizes the space in only two dimensions, and thus al-
lows the sampling points to be precisely located on the ob-
ject surface. A mesh obtained by connecting those
sampling points is a reasonable representation for most
objects with a smooth surface. Discretization artifacts are
eliminated in the surface regions represented by the top
and bottom faces of the pentahedrons. Second, the penta-
hedron can be as long as ‘‘penetrating through” a piece of
solid. So, a relatively small number of cells are needed.

The data structures used to represent a pent-model in-
clude increasable lists of pentahedrons, vertices, edges and
triangles of the geodesic sphere. Since there is a biunique
correspondence between triangular pyramids and trian-
gles of the geodesic sphere, we do not represent the pyra-
mids separately. The pentahedron is represented by a
triangle index and six radii of its vertices. The vertices
are represented by unit vectors, which denote the sam-
pling directions. The edges are organized as binary trees.
c

ted regions; (c) a piece of solid represented by four pentahedrons.
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The two children of an edge if exist are the edges generated
from it. A triangle is represented by the indices of vertices
and their opposite edges.

3. Reconstructing the centripetal pentahedron model
from silhouettes

In this section we detail the algorithms for reconstruct-
ing a pent-model from silhouettes that cover Step 1–4 in
Fig. 2, i.e., geodesic sphere construction, space partition,
individual pyramid cut, and pent-model construction. In
practice, space partition and geodesic sphere construction
are finished in one process, which is incorporated with
the pyramid cut algorithm in a recursive fashion to build
an adaptive algorithm. Each individual pyramid cut is di-
vided into four substeps. First, the pyramid is projected
onto each image plane. Second, the projected pyramid is
intersected with silhouettes into a set of hexagons in each
image plane. Thirdly, the intersected hexagons in each im-
age plane are back-projected into the 3D space to become a
set of pentahedrons. Fourthly, the pentahedrons computed
from different images are intersected (on the sampling
rays) to produce the pentahedrons which contribute to
the pent-model. Pent-model construction (Step 4) is done
by iterating Step 3 for all pyramids. This process is listed
as a separate step just for clarity of description. The recon-
structed model is a pent-model that is close to the canon-
ical fuzzy representation of the visual hull. The skeleton of
the recursive SfS algorithm is shown below:

ReconPentModel( ){
pre-process images;
construct a regular icosahedron;
for each triangle 4ABC of the icosahedron
Subdivide (4ABC, 0);

}

Subdivide (triangle 4ABC, int depth){
if (IsPrecise(4ABC, depth))

PyramidCut (PrmOABC);
else {

subdivide 4ABC into 4 sub-triangles;
for each sub-triangle 4Sub

Subdivide(4Sub, depth + 1);
}

}

PyramidCut (Pyramid Prm) {
pent_list = Prm;
for each silhouette image I{

Prm0 = Prj(Prm);
hexagon_list = PyramidCut2D (Prm0, I);
pent_list2 = BackProject (hexagon_list, Prm);
pent_list = IntersectPents (pent_list, pent_list2);

}
add all pentahedrons in pent_list into model-pentahe-
dron-list;

}

The algorithm is composed of two serial procedures,
image processing and model building. Image processing
separates the object from background, and computes polar
silhouette images, PSGs, and reduced PSGs. Taking the res-
olution of images as a constant, the time cost of image pro-
cessing is O(m), where m is the number of images. The time
complexity of PyramidCut2D( ) is O(1) with pre-computed
PSGs and reduced PSGs. So, model building can be finished
in O(m � v), where v stands for the number of infinite
pyramids.

Making an observation of the topology of an n-Geo-
Sphere in Fig. 4, we can see that each sampling ray is
shared by five or six pyramids. The projection and
back-projection operations are actually conducted on
the sampling rays. So, many duplicated time-consuming
operations are performed with the above algorithm. We
can accelerate the algorithm by caching the projected
polar angle and intersected radii with respect to each
image for all sampling rays. In the improved algorithm,
when a sampling ray is created, we project it to each im-
age, compute the intersections between the projected ray
and silhouette contours, and back-project all the inter-
sections into the 3D space. The projected polar angle
and all the radii of the intersections are recorded in a
data structure associated with the sampling ray. In the
procedure PyramidCut( ), Prj( ) directly retrieves the pro-
jected polar angle; PyramidCut2D( ) returns hexagons
represented by the intersection indices (but not the ra-
dii) on each projected ray; BackProject( ) directly re-
trieves the recorded radii and then constructs a
pentahedron with them. The space complexity of the im-
proved algorithm is O(m � v), supposing the mean num-
ber of intersections between a projected sampling ray
and silhouette contours is bounded by a small constant.
For clarity of description, we only discuss the unim-
proved algorithm in the text below. It is straightforward
to adapt the unimproved algorithm to the improved one.

3.1. Polar silhouette graph

With a knowledge of projective geometry [32] we know
that all the sampling rays project to a pencil of rays emit-
ted from o = Prj(O) in any image plane. We call it the pro-
jective property of the pent-model. The projected rays,
and thus the projected pyramids, can be processed effi-
ciently in a polar coordinate system centered at o. So we
introduce the polar silhouette image which is the represen-
tation of the binary silhouette image in polar coordinate
system, with the x-axis standing for the polar angle and
the y-axis for the radius. Fig. 6 shows the polar silhouette
image of a teapot.

The polar silhouette image can be compactly described
by a polar silhouette graph (PSG), as is illustrated in Fig. 7.
Each vertex v of the PSG represents a vertical line segment
inside the silhouette regions of the polar silhouette image.
An edge e denotes the connectivity between line segments
in adjacent columns. If a vertex v0 is connected with its
right neighbor v1 by e, e is called the right edge of v0 and
the left edge of v1. The edges connecting the vertices in



Fig. 6. The teapot silhouette (a) and the corresponding polar silhouette image (b).
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the left-most and right-most columns are called revolving
edges.

The data structure used to represent a vertex v includes
the starting and ending y coordinates in the polar silhou-
ette image, a left edge list, a right edge list and a magic
number that will be explained in Section 3.3. All vertices
with the same x coordinate are organized as an ordered
vertex list vList[x]. The PSG is represented by the array of
vList[x], for x = 0,..., w � 1, where w is the width of the polar
silhouette image.

All intersections between a projected sampling ray and
the silhouette contours are recorded in a vertex list vList[x]
of the PSG, and can be obtained easily by the polar angle x.
The edges facilitate the computation of connected silhou-
ette regions. So, pyramid cut operations can be performed
efficiently in 2D image space with the pre-computed PSGs.

The vertices of a PSG can be constructed by scanning
the polar silhouette image along each column in one pass.
And the edges can be computed by scanning the vertices in
adjacent column pairs of the PSG. The overall procedure for
computing a PSG from a polar silhouette image can be fin-
ished in O(w � h), if the polar silhouette image has w � h
pixels.

3.2. Pyramid cut in 2D

In the polar silhouette image the projected pyramid
occupies a vertical strip. To compute the hexagons inter-
sected by the silhouettes, a sub-PSG contained by the strip
is extracted from the PSG. The sub-PSG is then separated
into several connected sub-graphs representing the con-
nected silhouette regions in the strip by traversing the
sub-PSG.

The connected silhouette regions may have different
and complex structures, especially when the strip is wide.
We classify them into three types as shown in Fig. 8. Type I
is the best case: the connected silhouette region is filled
a b

Fig. 7. The polar silhouette image (a), which is 5 pixels wide, and the
corresponding PSG (b).
and ‘‘penetrates through” the strip. For this case, the inter-
sections between the three edges of the projected pyramid
and the region contours are used to construct a hexagon.
Type II includes all instances where the connected silhou-
ette region does not ‘‘penetrate through” the strip. We sim-
ply discard such silhouette regions. Type III is the most
complex case: the connected silhouette region ‘‘penetrates
through” the strip, but there are ‘‘holes” in it, which means
that one or more of the edges may intersect the contours
more than twice. We change this type of silhouette region
to type I by filling the holes (only on the three edges by dis-
carding the internal intersections).

Through a simple analysis we can know that the opera-
tion on Type I and Type II silhouette regions will not bring
any errors, but modifying the silhouette in a Type III sil-
houette region may bring some errors. However, the influ-
ence of the modification is generally trivial. For one thing,
for most solid and smooth objects, Type III connected sil-
houette regions seldom appear. For another, the result of
cutting a pyramid is determined by silhouettes from all
views, so the modification on one silhouette does not nec-
essarily affect the final result, and the influence is often
inappreciable if it does.

In 2D, Type II connected silhouette region is simply ig-
nored. Type I and Type III connected silhouette regions will
not be entangled with each other as 3D connected regions
do, as is shown in Fig. 5 (b), so no step for merging inter-
secting hexagons is needed.

The algorithm of pyramid cut in 2D is shown below,
in which the projected pyramid Prm0 is represented by
the three polar angles of the projected sampling rays.
The sub-PSG and the connected sub-graph are repre-
sented by the same data structure as the PSG. The hexa-
gon is represented by the y-spans of its three lateral
edges. maxSpan( ) computes the minimal starting y coor-
dinate and the maximal ending y coordinate of the
vertices.
Fig. 8. The three types of the connected silhouette region in a strip.
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hexagon-list PyramidCut2D (ProjectedPyramid Prm0,
PSG PSG) {
sPSG = ExtractSubPSG(PSG, Prm0);

ConnSubGraph_List = ExtractConnectedGraphs(sPSG);
for each penetrating through connected
sub-graph CG in

ConnSubGraph_List {
for each edge e of Prm0

hexagon.e.span = maxSpan(CG[Prm0.e]);
put hexagon in hexagon-list hl;

}
return hl;

}

Supposing the strip is p pixels wide and the mean num-
ber of intersections between a projected sampling ray and
silhouette contours is bounded by a small constant, the
average asymptotic running time of the above algorithm
is O(p). Most of this time is used to extract connected
sub-graphs. The algorithm can be accelerated by using re-
duced PSGs.

3.3. Acceleration by reduced PSGs

Definition 1. e is called a simplex edge, if e connects v0 with
its right neighbor v1 in a PSG, and e is the only right edge of
v0 and the only left edge of v1. v0 and v1 are called intimate
vertices and denoted by v0 #

e
v1.

A PSG can be simplified by replacing a string of intimate
vertices v0 #

e0 v1 #
e1
::: #

en�1 vn with a single vertex V. The left
edges of V are set to those of v0; the right edges of V are
set to those of vn. If a PSG is continuously simplified till
there is no simplex edge except the revolving edges, the re-
sult is a reduced PSG. Fig. 9 illustrates the reduced PSG of a
teapot silhouette. The polar silhouette image is 720 pixels
wide, so the PSG contains nearly 900 vertices. In contrast
the reduced PSG contains only 11 vertices and is thus very
compact.

The reduced PSG is represented by an adjacency list.
The data structure for representing a vertex includes the
span in x-axis, a left edge list and a right edge list. The in-
dex of a vertex in the reduced PSG is called the magic num-
ber. The reduced PSG is computed by scanning the PSG in
one pass. On computing the reduced PSG, the magic num-
bers are recorded in the vertices of the PSG, which denote
the strings they belong to. If the polar silhouette image is w
pixels wide, computing a reduced PSG will cost O(w), sup-
posing the mean number of intersections between a pro-
jected sampling ray and silhouette contours is bounded
by a small constant.

The reduced PSG is used instead of the PSG for comput-
ing connected sub-graphs. The improved algorithm of pyr-
Fig. 9. The polar silhouette image of a teapot (a
amid cut in 2D is shown below, in which the connected
sub-graph is represented by a set of magic numbers. The
routine ExtractConnectedGraphs( ) traverses the reduced
PSG within the x-span of the projected pyramid.

hexagon-list PyramidCut2D (ProjectedPyramid Prm0,
PSG PSG, Reduced-PSG rPSG) {

ConnSubGraph_List = ExtractConnectedGraphs
(rPSG, Prm0);
for each penetrating through connected

sub-graph CG in
ConnSubGraph_List {

for each edge e of Prm0

hexagon.e.span = maxSpan({v}: v 2 PSG[Prm0.e]
and v.magicNum 2 CG);

put hexagon in hexagon-list hl;
}
return hl;

}

Supposing that the mean number of intersections be-
tween a projected sampling ray and silhouette contours
is bounded by a small constant, and the mean number of
vertices in the reduced PSG contained by a projected pyra-
mid is also bounded by a small constant, the average
asymptotic running time of PyramidCut2D( ) is O(1).

4. A simple adaptive strategy

For objects the whole shape of which is far from global,
the approximately equiangular sampling scheme will
cause the near surface regions to be over sampled while
causing insufficient sampling of the far surface regions.
To address this problem, our strategy is to use an adaptive
sampling resolution that is proportional to the maximal ra-
dius of the sampling points. If n0 is designated as the times
of subdivision of the icosahedron facets at the radius R0, for
a pyramid, the maximal radius of the sampling points on
the lateral edges of which is R, the times of subdivision
should be not less than

n ¼
n0 if R < R0

log2
R

R0

� �h i
þ n0 otherwise:

(
ð1Þ

n0 decides the minimal times of subdivision; when n0 is
fixed, R0 decides the density of sampling, or the precision.

With the adaptive strategy, boundary pyramids with dif-
ferent resolutions should be further processed, as de-
scribed in Section 5. The effectiveness of the adaptive
strategy is shown in Fig. 10. In Fig. 10 (a) is obtained by
2 times of subdivision, showing severe insufficiency of
sampling in the extreme parts; (b) is obtained by 4 times
of subdivision, showing too dense a sampling in the middle
) and the corresponding reduced PSG (b).



Fig. 11. Breaks occurring on the boundary of pyramids with different
resolutions, as shown by the slim white triangle on the top surface.

A

B

C A

B

C

a b

Fig. 12. Processing the boundary triangles with different resolutions. (a)
The case before processing; (b) the case after processing.
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part; while (c) is obtained according to our adaptive strat-
egy by 2–4 times of subdivision, showing a reasonable
sampling density.

5. Surface extraction

We developed a marching pentahedron algorithm to ex-
tract a mesh surface model from the pent-model.

With the adaptive strategy, breaks will occur on the
boundary of pyramids with different resolutions, as is
shown in Fig. 11. These pyramids should be further pro-
cessed to eliminate the artifacts before surface extraction.
For a triangle 4ABC of the geodesic sphere, which derives
pentahedrons in the model but has child edges (see
Fig. 12), all child edges are found from the edge trees,
and vertices on the edges are listed in the same order as
A ? B ? C ? A. Then a new vertex in the direction of the
sampling ray passing through the centroid of 4ABC and a
fan of triangles from the new vertex to the vertices on
the edges are generated to replace4ABC. Pyramids derived
from the new triangles are cut into pentahedrons by sil-
houettes. The pentahedrons are added into the model to
replace those derived from 4ABC. Hereafter any edge of
the rectified geodesic sphere is shared by a pair of adjacent
pyramids.

What we want is the boundary surface of the pent-mod-
el. The top and bottom faces of a pentahedron are always
on the boundary. So the main problem is to pick out the
boundary regions of the lateral faces. We compute them
on the common lateral faces, corresponding to the com-
mon edges of the rectified geodesic sphere, shared by pairs
of adjacent pyramids. Let Prm1 and Prm2 stand for the two
pyramids sharing a common lateral face F, s1i 2 F for the
lateral face of the ith pentahedron in Prm1, s2j 2 F for the
lateral face of the jth pentahedron in Prm2, S1 = [ i s1i,
S2 = [ js2j. The boundary face regions b1i 2 s1i and b2j 2 s2j

are computed as:

b1i ¼ s1i � S2; ð2Þ
b2j ¼ s2j � S1: ð3Þ

We build two quadrilateral lists for each common lateral
face of the pyramids to store the unions of the pentahedron
lateral faces, S1 and S2. The marching pentahedron algo-
rithm is performed in two passes. In the first pass, on vis-
iting a pentahedron, each of its lateral faces is merged into
the corresponding quadrilateral list. In the second pass, on
Fig. 10. Reconstructing an ellipsoid with single reso
visiting a pentahedron, we first compute the boundary lat-
eral face polygons using Eq. 2 or Eq. 3, and split them into
triangles. Then all the triangles representing the top, bot-
tom faces and the boundary lateral face regions of the pen-
tahedron are added into the mesh model. In this process
we use one vertex list for each sampling ray and an odd ver-
tex list for the vertices not on any sampling ray to eliminate
duplicated vertices. The result is a water-tight triangular
mesh model.

6. Experiments

We validated our algorithm (pent-algorithm) based on
the pent-model by experiments based on both synthetic
images and real photos. Comparisons were made between
the pent-algorithm and the classic octree-based algorithm
(octree-algorithm), both of which belong to the volumetric
approaches and have the advantage of robustness. The oc-
tree-algorithm was implemented based on the technique
presented in [12], which accelerates silhouette inclusion
tests with the half-distance transform. We used a huge buf-
lutions (a), (b), and an adaptive resolution (c).



Fig. 13. Camera positions for reconstructing the teapot and Micky Mouse
models.

Table 1
Numeric results of reconstructing the teapot model

Algorithm Subdivisions Cells TIP TMB TSE Eavg

Pentahedron 5–7 84,323 0.24 3.28 0.20 0.311
Octree 3–8 349,138 0.14 22.34 0.34 0.351

Times are in seconds; errors are in percentages of the bounding box
diagonal of the original model.
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fer for caching the projected coordinates of all grid points
in all image planes, so that no duplicated projection oper-
ation was performed.

6.1. Parameter settings and result measurements

For all experiments, the input images were rendered
(for the synthetic) or resized (for the real) to
600 � 398 pixels. The center point of the pent-algorithm
and the initial volume of the octree-algorithm were desig-
nated by the human operator. The pent-algorithm resam-
pled the silhouette images in polar coordinates with an
angular step of 0.5� and a radial step of 1 pixel. Both algo-
rithms can improve the qualities of reconstructed models
by using finer volumetric cells (pentahedrons/voxels) and
using more time. Comparisons were made with the param-
eters set to such values that the resolutions of the two
algorithms were approximately equivalent. For the pent-
algorithm, we adjusted the parameters so that the maxi-
mal times of pyramid subdivision equaled to 7, which
meant 327,680 pyramids at most. For the octree-algorithm,
we subdivided the initial volume 8 times at most, which
meant a representation of the initial volume by 2563 voxels
in terms of the finest voxels. The resolutions of the two
algorithms in such settings were approximately equivalent
in the following sense. Suppose we are to reconstruct a
sphere with the radius R. For the pent-algorithm, the max-
imal contained angle between two adjacent sampling rays,
which connect the center point, O, and the adjacent verti-
ces of a 7-GeoSphere, can be computed by geometry to
be #7 � 0.010 radian. For the octree-algorithm, the model
is initiated as a cube of the size (2R)3, with the edge length
of the finest voxel le = R/128. If we think each voxel on the
spherical surface as a sampling point, the maximal con-
Fig. 14. Reconstructing the teapot model. (a) The original model; (b) the model r
the lateral faces of the pentahedrons; (d) the model reconstructed by the octree
labeled under each image.
tained angle between adjacent sampling directions with
respect to O is

ffiffiffi
3
p
� le=R � 0:014 radian.

For each experiment, we present the subdivision times
of pyramids/voxels, the numbers of volumetric cells (pen-
tahedrons/voxels), the running times, and the qualities of
the reconstructed models. Running times include the time
for image processing (TIP), the time for volumetric model
building (TMB), and the time for surface extraction (TSE).
For the pent-algorithm, TIP includes the time for computing
econstructed by the pent-algorithm; (c) the surface regions represented by
-algorithm. The gradient energy of the depth image in the same view are



Fig. 15. Camera positions for simulating calibration errors. In the right
image, x is the reference axis of the plane C0Ĉx, which is perpendicular to
OC.

Fig. 16. Average reconstruction errors with various calibration errors.
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the polar silhouette images, PSGs, and reduced PSGs from
binary silhouette images; for the octree-algorithm, TIP in-
cludes only the time for half-distance transforms. The
times (in seconds) were measured on a desktop PC with
an Intel Pentium IV 3.2 GHz CPU and 1 G main memory.
The quality of a reconstructed model was evaluated by
the average reconstruction error (Eavg) and the view-
dependent gradient energies (GEs) of the depth images.
The average reconstruction error is the mean distance be-
tween the surfaces of the reconstructed model and the ori-
ginal model (for experiments based on synthetic images
only). We computed the average errors by a free software,
Metro, and measured them in percentages of the bounding
box diagonal of the original model. The definition and the
computation of the mean distance between two surfaces
are detailed in [33]. When the resolutions are high enough,
Fig. 17. Reconstructing the teapot model with calibration errors. The first row sh
the octree-algorithm.
the average errors of both algorithms are very close to the
average error of the ideal visual hull, and the difference be-
tween them is trivial. In this circumstances, the precise-
ness of the pent-algorithm is revealed by the smoothness
of the reconstructed surface. So, we further present the
view-dependent gradient energy of the depth image ren-
dered by OpenGL as an evaluation of smoothness. Let
d(x,y) stand for the depth image, GE is defined as:

GE ¼ 1
NFG

X
ðx;yÞ2FG

ðdxðx; yÞ2 þ dyðx; yÞ2Þ; ð4Þ

where NFG is the number of foreground (FG) pixels.
Generally speaking, a smaller gradient energy implies a
smoother surface if the surfaces to be compared have
approximately the same shape. But the gradient energy is
also sensitive to the slopes of the surface, so it should not
be used to compare the smoothness of very different
surfaces.

6.2. Experiments based on synthetic images

We first reconstructed a teapot model from 36 synthetic
images. As is shown in Fig. 13, the virtual cameras were
placed evenly on a horizontal circle surrounding the object,
and all aimed at the center point O. The results of the two
algorithms, as are shown in Table 1 and Fig. 14, suggest
that our algorithm can produce a smoother model with a
comparable average error in much less time. The pent-
algorithm partitioned the 3D space by pyramids that
underwent 5–7 times of subdivision, and represented the
volumetric model by 84,323 pentahedrons. The octree-
algorithm subdivided the initial volume by cubes that
underwent 3–8 times of subdivision, and represented the
final model by 349,138 voxels. The image processing rou-
tines of the pent-algorithm took 0.24 s, which was nearly
twice as much as the IP time of the octree-algorithm. But
it was still fast enough since TIP only composed a small por-
tion of the whole running time. The model building routine
of the pent-algorithm worked in a per-pyramid fashion.
Totally 78,155 pyramid cut operations were performed.
Each pyramid cut operation could be performed very
quickly with the pre-computed PSGs and reduced PSGs.
The projection and back-projection computations were
partaken by adjacent pyramids and performed actually
on 39,597 sampling rays. So, the model building took only
ows the results of the pent-algorithm; the second row shows the results of



Table 2
Numeric results of reconstructing the Micky Mouse model

Algorithm Subdivisions Cells TIP TMB TSE Eavg

Pentahedron 3–7 58,650 0.29 1.96 0.13 0.322
Octree 4–8 310,860 0.14 17.38 0.36 0.346

Table 3
Numeric results of reconstructing statue A

Algorithm Subdivisions Cells TIP TMB TSE

Pentahedron 5–7 79,233 0.27 3.51 0.22
Octree 3–8 374,955 0.14 26.56 0.41

Table 4
Numeric results of reconstructing statue B

Algorithm Subdivisions Cells TIP TMB TSE

Pentahedron 5–7 84,585 0.26 3.61 0.22
Octree 3–8 389,115 0.14 28.45 0.42
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3.28 s. In contrast, the octree-algorithm had to check the
occupancies of all voxels, totally 496,272, including those
that were carved away and those in high levels that did
not contribute to the final model. Checking a voxel in-
volved manipulating its eight vertices (grid points). The
projection operations were performed on totally 548,045
different grid points. So, the model building routine took
as much as 22.34 s to build the voxel-model. The number
of sampling rays was much less than the number of grid
points. So, the pent-algorithm also used less memory space
than the octree-algorithm for model building. Computing
the boundary surface regions of a pentahedron was more
complicated than computing the surface patches in a voxel
by the marching cube algorithm. But the number of penta-
hedrons was much less than the number of voxels, so the
marching pentahedron algorithm took less time than the
marching cube algorithm. With high enough resolutions,
both reconstructions were very close to the ideal visual
hull, with the difference between the average errors as
small as 0.04% with respect to the bounding box diagonal
of the original model. The pent-model discretized the
space in only two dimensions, and thus allowed sampling
points to be located exactly on the visual hull surface (er-
rors may be brought by the modifications of silhouettes
in 2D pyramid cut, but the influence is usually negligible).
Based on the precisely located sampling points, artifacts
were eliminated in most surface regions represented by
the top and bottom faces of the pentahedrons. Although
artifacts could not be avoided in the surface regions repre-
sented by the lateral faces of the pentahedrons, those re-
gions, as shown in Fig. 14(c), composed only a small
Fig. 18. Reconstructing the Micky Mouse model. (a) The original model; (b) the m
the octree-algorithm.
proportion of the entire surface. So, the model recon-
structed by the pent-algorithm was smooth as a whole,
with the magnitude of the view-dependent gradient en-
ergy less than 60. For the octree-algorithm, the real posi-
tions of the visual hull surface in a voxel were never
known. So the marching cube algorithm could not output
a smooth surface. Artifacts were obvious in the recon-
structed model, with the view-dependent gradient energy
greater than 70. The difference of smoothness can also be
seen clearly from the continuity of the gray levels of the
renderings in Fig. 14(b) and (d). The pent-model used less
than 1/4 the volumetric cells the octree-model required to
represent a better model. This suggests that the centripetal
pentahedron model is more efficient for object representa-
tion. The above conclusions were supported by a many of
other experiments, including those presented below.

In real applications, cameras can seldom be calibrated
exactly. So, by a series of experiments, we tested the per-
formances of the two algorithms with various calibration
errors. In these experiments, we used the same input
images as in the previous experiment, but used different
camera parameters to simulate the calibration errors in
viewing directions. As shown in Fig. 15, here a camera really
posited at C and aiming at O was supposed to be posited at
odel reconstructed by the pent-algorithm; (c) the model reconstructed by



Fig. 19. Reconstructing statue A from real photos. (a), (b) Two of the 36 input photos (trimmed); (c), (d) result of the pent-algorithm; (e), (f) result of the
octree-algorithm.
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Fig. 20. Reconstructing statue B from real photos. (a), (b) Two of the 36 input photos (trimmed); (c), (d) result of the pent-algorithm; (e), (f) result of the
octree-algorithm.
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another point C0 and aiming at O. jOCj = jOC0j, \COC0 = h and
\xĈ C0 = u. In each single experiment we set h to be con-
stant, u = ui for the ith camera. ui 2 [0,360) (degrees) was
selected randomly and fixed for all experiments. Figs. 16
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and 17 show the results with h set to four different values.
In all experiments, the running time of the pent-algorithm
was about 1/6 as much as that of the octree-algorithm; the
reconstructions of both algorithms are integrated solids.
With the increase of calibration errors, the reconstructed
models deviated gradually from the original model accom-
panying with the increase of average reconstruction errors.
In all experiments, the pent-algorithm kept to be consis-
tent with the octree-algorithm (the trivial difference be-
tween average errors for h > 0� was caused by the
conservatism of the octree-algorithm). The voxel-based
algorithms are well recognized for their robustness, so
we know that our algorithm worked correctly even in the
presence of calibration errors. When h > 5� (a half of the
angular interval of the real viewing directions), the silhou-
ettes were disordered. But our algorithm worked well in
such condition. Empirically we found that for any silhou-
ettes (exact or not) and any camera positions (precise or
not) the two algorithms could consistently produce a 3D
model, which was the intersections of all viewing cones.
This suggests that the pent-algorithm is as robust as the
voxel-based volumetric algorithms. The reasons behind
are the pent-model is never corrupted and no ill-posed
problem is involved in the computations.

We then reconstructed a Micky Mouse model that had
complex geometric structures from 36 synthetic images.
The virtual cameras were set identically to those in the first
experiment for reconstructing the teapot model (see
Fig. 13). Results are shown in Table 2 and Fig. 18. Again,
the pent-algorithm reconstructed a smoother model with
a comparable average error in much less time. The gradient
energy of (a) was greater than that of (b), because the ori-
ginal model had more steep surface regions and depth
jumps than the visual hull; the gradient energy of (c) was
greater than that of (b) because the visual hull recon-
structed by the pent-algorithm was smoother. This exper-
iment suggests both volumetric algorithms can tackle
complex geometries. This is because the volumetric mod-
els have an inherent ‘‘fuzzy representation” ability, and
the mesh surface extracted from a volumetric model is
necessarily integrated and water-tight.

6.3. Experiments based on real photos

For experiments based on real photos, we used an
acquisition system composed of a fixed Nikon D70 camera
with a Nikkor 50 mm f/1.8 lens and a turntable. Both the
camera and the turntable were calibrated imperfectly.
The objects to be modeled were placed on the turntable,
and 36 photos were taken every 10� for each object. The re-
sults of reconstructing two plastic statues are shown in Ta-
bles 3, 4 and Figs. 19, 20 (because background truth was
not known, we did not report the average errors). From
the figures we can see that both algorithms well recon-
structed the shapes of the objects except the concave
structures (inability to reconstruct concave structures is
the inherent deficiency of SfS). These experiments suggest
that both algorithms can tolerate the errors of the real
acquisition system, and be applied with no problem in
practice. Again, our algorithm showed much better perfor-
mance, with less running time and smoother
reconstructions.

7. Conclusion

In this paper we have presented a novel centripetal pen-
tahedron model (pent-model) and a novel volumetric
shape from silhouette (SfS) algorithm, which samples the
visual hull surface in pre-arranged and view-independent
directions. The pent-model is an object-centered volumet-
ric model composed of a set of pentahedrons cut from the
centripetal triangular pyramids, which together partition
the 3D space. The SfS algorithm first computes the pyra-
mids by constructing a geodesic sphere surrounding the
object. Then the pyramids are cut by silhouettes into a
set of pentahedrons, which constitute the pent-model. Fi-
nally, a water-tight mesh surface of the pent-model can
be extracted by marching pentahedrons.

Because the topology of the reconstructed model is
well-maintained by using the volumetric pent-model and
no ill-posed problem is involved in pyramid cut operations,
our algorithm is robust. SfS works in a per-pyramid fash-
ion, and each pyramid cut operation can be performed very
efficiently with pre-computed polar silhouette graphs
(PSGs) and reduced PSGs, so our algorithm is fast. The
pent-model discretizes the space in only two dimensions,
and thus allows the sampling points to be located precisely
on the visual hull surface, so our algorithm is precise. Dis-
cretization artifacts are eliminated in most surface regions
represented by the top and bottom faces of the pentahe-
drons so that a smooth model can be obtained. The advan-
tages of the novel SfS algorithm based on the pent-model
are supported by experiments.

Both the pent-model and the SfS algorithm are new and
worthy of further investigation. One problem being studied
is improving the SfS algorithm with a smart adaptive strat-
egy that takes into consideration the shapes of silhouettes
and the exposure of the lateral faces of the pentahedrons.
With its distinct structure and properties, we believe that
the pent-model will find more applications in the fields
of computer vision and computer graphics. Another prob-
lem being studied is using the pent-model to reconstruct
the precise geometry of an object from both silhouette
and texture information contained in images.
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